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One Simple Job: Predict the Next Token

Core job: predict the next token
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Write answers one token at a time

(e ) (“capitat )((of ) France )(2s )

a ' 3%

the ' 2%

Autoregressive generation

Lyon ' 1%

predict — add - predict again
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Tokens: How Al Reads Text

unbelievable

}
[ un ]| betiev |( able |

403 11293 481

token IDs (example)
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per token in English tokens in the vocabulary

~ % word J [ 100,000+

J
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Tokens = words, word pieces, symbols
= ¥ of an English word per token

Each token — an ID number
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Embeddings: Meaning as Numbers

Embedding = vector of numbers
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king - [0.21, -8.73, 0.05, .. 4096 numbers] Similar meaning — nearby vectors

Thousands of dimensions

@ king @ Kabul
Slarec @ Herat
@ prince
@ Kandahar
@ banana
@ apple

similar meaning — nearby numbers
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Neurons, Weights and Biases

one artificial neuron (node)
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(L~

activation

> output
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parameters
= weights
+ biases

set by
training

* Neuron: X(inputs x weights) + bias
* Activation function decides output

* Weights + biases = parameters
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Billions of Parameters

* GPT-3: 175B parameters (2020)
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mixture of experts

Small open models: 1-8B - largest:
Small open l 1-8B

! 100s of B to >1T

Mixture of experts: only some experts
Large _ 100s of B [ ES5 ][ E6 ][ E7 ][ ES ] per token

parameters (B = billion, T = trillion) only a few experts

work on each token
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Attention: Which Words Matter?

Attention: which tokens matter to
each token

AAAAAAAAAAAAA

“bank” + “river” = riverbank

* Dozens of stacked transformer layers
( | J[sat][by}[the][bank][of][the][river]

bank + river — riverbank, not a money bank

[L[[ dozens of stacked layers ]

06

MyWebUniversity.com - @MyWebUniversity



Probabilities, Temperature and Top-p

* Probability for every vocabulary token
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temperature 0.2 temperature 1.0 * Temperature: low = focused, hlgh =
“The sky s ..” creative
* Top-p: sample from the most likely set
blue clear gray dark vast blue clear gray dark vast
focused - facts - code varied - creative
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The Context Window

* Context window = tokens seen at once
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) context window X * Thousands = hundreds of thousands
e 1\
TR chatsofar s auestorn *  Older text summarized or dropped
€ Y,

early models ' thousands

many today - hundreds of K
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Why Al Can Be Wrong

{Sure! The answer is definitely 1847.

confident # correct

a “hallucination”
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Think step by step Search & tools
reasoning models check facts

You verify

important facts & code

|
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°* Not a database: can hallucinate
* Reasoning models think step by step

* Verify important facts and code
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Timeline: 1958 to 2026

1958

Perceptron neuron

2013

Word embeddings
(worTvec)

2018

GPT-1 - BERT

2024

Reasoning models

1986

Backpropagation
popularized
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2017

Transformer & attention

2020

GPT-3: 175B

2026

~1M-token context
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Sources and Further Reading

1. Vaswani et al., “Attention Is All You Need,” 2017
2. Mikolov et al., “Efficient Estimation of Word Representations” (word2vec), 2013

Brown et al., “Language Models are Few-Shot Learners” (GPT-3), 2020

S,

Anthropic, “Tokens and context windows” — platform.claude.com/docs

5. 3BluelBrown, “Neural Networks” video series — 3bluelbrown.com
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Thank you for watching
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