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LN N ai.py

import numpy as np

import pandas as pd

import torch PYT H O N
import tensorflow
import anthropic
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L N N ) toolkit.py

import numpy as np

import pandas as pd
import torch

import anthropic

# build AI with Python
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Why Python Rules Al

Python

easy steering wheel

1

C - C++ - CUDA

fast engine underneath
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* Simple syntax, huge ecosystem

Al EXPLAINED - 5

* Fast C/C++/CUDA underneath

simple syntax

focus onideas

huge ecosystem

libraries for everything

#1 for Al

research and industry
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The Al Software Stack

[ LLM SDKs: anthropic - openai - ollama

[ Model libraries: Hugging Face Transformers

( Frameworks: PyTorch - TensorFlow / Keras

Al EXPLAINED - 5

[ NumPy - pandas - scikit-learn

( GPU drivers - CUDA
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* GPU drivers - CUDA
*  NumPy : TensorFlow - PyTorch

* Transformers - LLM SDKs
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NumPy and pandas: Data First

[N N ] NumPy

| import numpy as np

prices = np.array([10, 25, 40])
prices * 1.08

array([10.8, 27. , 43.2])

clean data first

most of a data scientist’s time

J
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pandas DataFrame

city month sales
Kabul Jan 1,200
Herat Jan 950
Mazar

Feb 1,430

Matplotlib chart

NumpPy: fast arrays

charts

* Clean data first
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pandas: clean tables - Matplotlib:



scikit-learn: Classic Machine Learning

[ X N ] scikit-learn

from sklearn.ensemble import RandomForestRegressor
model = RandomForestRegressor()

model.fit(X train, y train)
price = model.predict(X new)

Al EXPLAINED - 5

_.[ i o e |
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~
Regression Decision trees
predict numbers & random forests
J
)
Clustering Fraud & prices
find groups fast, cheap, good
J

* Regression, trees, forests, clustering
*  fit() = predict()

Fast and cheap for many problems
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TensorFlow, Keras and PyTorch

TensorFlow (2015) + Keras

Al EXPLAINED - 5

PyTorch (2016): research favorite

e A 7 N
TensorFlow + Keras PyTorch * Tensors, GPUs, automatic gradients
Google - 2015 Facebook / Meta - 2016 - research favorite
S J \. J
e N\
tensors GPUs autograd
N-dimensional arrays fast training gradients for you
. J
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Hugging Face: The Model Library

Al EXPLAINED - 5

J

\

J

=

J

|

( ( \ 4 ~\ 'a

text vision audio code
L J L J L J U
s N\ N N\

chat translate summary embed
L J . J = J L
s N\ N\ N\

speech image QA tabular

|

o000 transformers

from transformers import pipeline
clf = pipeline("sentiment-analysis")
clf("I love learning AI!")
[{"label": "POSITIVE"}]

Hugging Face Hub: models + datasets
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start pretrained - fine-tune

no need to train from scratch

* Hugging Face Hub: models + datasets
* Transformers library

Fine-tune pretrained models
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Calling an LLM From Python

* pipinstall anthropic

Al EXPLAINED - 5

coe hello_claude. py e — b * client.messages.create(model,
0 iy desiell entirople Claude max_tokens, messages)
import anthropic N /
client = anthropic.Anthropic() # reads API key ( openai ) .
msg = client.messages.create( oot * OpenAl, Google SDKs - ollama library
model="claude-sonnet-5-5", \_ )
max_tokens=500, s A
messages=[{"role": "user", google-genai
"content": "Explain RAM"}]) Gemini
print(msg.content[0].text) > <
ollama
local models
O J

0y
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Frameworks, RAG and Vector Databases

Al EXPLAINED - 5

|

{ Documents } [ Chunks ] [ Embeddings ] [ Vector DB
— — —
PDFs, notes small pieces numbers search by meaning
Prompt Answer

{ . } [ Find closest ] [
Question — —
top chunks

question + chunks

|

—

[

from your docs

]

frameworks: LangChain -

MyWebUniversity.com - @MyWebUniversity

Llamalndex

* RAG: answer from your documents
* Embeddings in a vector database

* LangChain - Llamalndex
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Set Up Your Al Workspace

[ N N ] set up

$ python -m venv .venv

$ source .venv/bin/activate

$ pip install numpy pandas jupyter
$ export ANTHROPIC API KEY=...

$ jupyter notebook

Al EXPLAINED - 5
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~N
virtual env Jupyter
one per project experiment step by step
Google Colab API keys
free notebooks, limited . .
environment variables
GPU
g

® Virtual environments - Jupyter
* Google Colab free GPU time

API keys in environment variables
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Timeline: 2006 to 2023

2006

NumPy 1.0

2008

pandas

2015

TensorFlow - Keras

2018

Hugging Face
Tra nszrmers

2007

scikit-learn begins

MyWebUniversity.com - @MyWebUniversity

2014

Jupyter

2016

PyTorch

2023

LLM SDKs: Anthropic,
OpenAl
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Sources and Further Reading

1. numpy.org - pandas.pydata.org - matplotlib.org

[ LLM SDKs: anthropic - openai - ollama ]
2. scikit-learn.org — user guide [ J
[ Frameworks: PyTorch - TensorFlow / Keras ]
tensorflow.org - keras.io - pytorch.org [[ J]

S,

huggingface.co/docs/transformers

5. Anthropic Python SDK — github.com/anthropics/anthropic-sdk-python;
platform.claude.com/docs

AEXPLAINED -5
eee e _claude.py J—
$ pip install anthropic Claude

import anthropic
client

hropic.
.mess:

Anthropic() # reads API key
ages. create(

openai

e-sonnet-5-5",

max_ =500, -
messages=[{"role": "user", google-genai
"content": "Explain RAM"}]) Gemini

print(msg.content[0].text)
ollama

]
H 3

| local models
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Thank you for watching

MyWebUniversity.com

Free technical education since 2000 — English and Dari

@MyWebUniversity - @MyWebUniversity-Dari
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